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This study introduces AutoCLC, an AI-powered system designed to assess and provide feedback on Closed-Loop Communica-
tion (CLC) in professional learning environments. CLC, where a sender’s Call-Out statement is acknowledged by the receiver’s
Check-Back statement, is a critical safety protocol in high-reliability domains, including emergency medicine resuscitation
teams. Existing methods for evaluating CLC lack quantifiable metrics and depend heavily on human observation. AutoCLC
addresses these limitations by leveraging natural language processing and large language models to analyze audio recordings
from Advanced Cardiovascular Life Support (ACLS) simulation training. The system identifies CLC instances, measures their
frequency and rate per minute, and categorizes communications as effective, incomplete, or missed. Technical evaluations
demonstrate that AutoCLC achieves 78.9% precision for identifying Call-Outs and 74.3% for Check-Backs, with a performance
gap of only 5% compared to human annotations. A user study involving 11 cardiac arrest instructors across three training sites
supported the need for automated CLC assessment. Instructors found AutoCLC reports valuable for quantifying CLC frequency
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and quality, as well as for providing actionable, example-based feedback. Participants rated AutoCLC highly, with a System
Usability Scale score of 76.4%, reflecting above-average usability. This work represents a significant step toward developing
scalable, data-driven feedback systems that enhance individual skills and team performance in high-reliability settings.

CCS Concepts: • Human-centered computing → Collaborative and social computing systems and tools;

Additional Key Words and Phrases: Closed-Loop Communication, Large-Language Model, Team-based Communication,
Healthcare Training, Medical Education
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1 Introduction
Closed-Loop Communication (CLC), originating in military and aeronautical contexts, ensures clear and
unambiguous information exchange by requiring acknowledgment and confirmation of conveyed verbal messages
[4, 17, 81]. This structured communication method is fundamental for accurate and reliable performance in
high-stakes environments, including nuclear power generation, air traffic control, and maritime operations
[10, 17, 31, 60]. In healthcare, CLC has become a best practice for acute care teams. It is now widely taught through
standardized training programs used across surgical, critical care, and outpatient settings to ensure seamless
communication during high-acuity situations [71].

In resuscitation settings, where chaotic environments and time-sensitive decisions prevail, effective commu-
nication is essential to reduce errors and improve patient outcomes [62, 80]. Teams must collaborate to assess,
diagnose, and perform advanced life support interventions under significant cognitive, psycho-emotional, and
physical demands [9, 41, 85]. Breakdowns in communication, which are common in these settings, contribute
to adverse events and medical errors [34, 43, 50]. To address these challenges, CLC is employed as a critical
communication strategy to standardize verbal exchanges as follows:

—Call-Out (CO): The transmitter issues a message, typically addressing the receiver by name.
—Check-Back (CB): The receiver acknowledges and repeats back the message for confirmation.
—Loop Closure: The transmitter confirms the acknowledgment, ensuring the message was understood.

For example, Figure 1(a) depicts an Advanced Cardiovascular Life Support (ACLS) scenario where a team
leader might initiate a Call-Out: “John, please check the patient’s pulse.” John, the receiver, responds with a
Check-Back: “Checking pulse. The patient does not have a pulse.” The leader then closes the loop with: “Got it, no
pulse.” Such structured communication reduces ambiguity, ensures clear information exchange, and promotes
task efficiency.

Adherence to CLC best practices has been linked to decreased adverse events and is endorsed by national
organizations such as the American Heart Association (AHA) and the Agency for Healthcare Research
and Quality (AHRQ) [20, 49]. However, its adoption during patient care remains inconsistent, likely due to
limited standardization in training, evaluation challenges, and competing demands during critical moments
[6, 38]. While team-based training in healthcare often emphasizes improved communication, including CLC, it
typically lacks clear benchmarks for evaluating communication performance. Current methods for assessing CLC
in medical training rely heavily on human observations, manual video review, or self-reported surveys, which are
labor-intensive and prone to variability [25, 38, 40]. This highlights the need for a standardized, data-driven tool
to assess and provide feedback on the frequency and quality of CLC during training in near real time.
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Fig. 1. Overview of AutoCLC: Starting with the left panel, a team is shown conducting a VR simulation-based cardiac arrest
training. During the training, trainees must work collaboratively to identify cardiac rhythms, administer treatments, and
communicate dynamically changing information regarding the patient’s clinical status. Care team conversations are recorded
and transcribed into text. A custom-designed algorithm, supported by a large language model, then analyzes the text to
identify instances of effective and ineffective Closed-Loop Communication (CLC). This tool allows instructors, for the first
time, to provide immediate and quantitative feedback on CLC performance to trainees with specific examples of effective
and ineffective CLCs.

To address this critical gap, we propose AutoCLC, an automated tool designed to analyze team communication.
AutoCLC identifies key elements of CLC, such as Call-Outs and Check-Backs as well as evaluates their quality and
generates detailed quantitative reports to support post-training debriefings. As shown in Figure 1(a), AutoCLC
leverages a Virtual Reality (VR) simulation-based medical training for ACLS training, part of an independent
initiative at our institution. This multi-user “open-world” training simulation enables four clinicians to interact
with each other, non-player characters, and a virtual patient, creating dynamic and non-deterministic scenarios
[46]. Recordings from these simulations serve as input for AutoCLC. Speech data are transcribed, labeled, and
processed through a custom pipeline (Figure 1(b) and (c)) and then analyzed using GPT-4 (Figure 1(d)). The system
produces comprehensive reports (Figure 1(e)), offering qualitative and quantitative insights into CLC proficiency
for targeted feedback. While AutoCLC is designed and evaluated within the VR environment, its mechanisms
and analytical pipeline are broadly applicable and can be extended to non-VR settings, such as manikin-based
simulations or real-world clinical environments. To generate ground-truth data for model training, evaluation,
and assessment, we recruited a team of annotators with medical training in ACLS and expertise in CLC. This team
analyzed a total of 361 minutes of training recordings, including VR video and audio data. Their efforts resulted in
the annotation of 4,293 lines of dialogue, yielding 1,297 labeled CLC events.

Our evaluation showed that AutoCLC achieves 78.9% precision for identifying Call-Outs and 74.3% for Check-
Backs. In comparison, results from three trained human annotators, used as ground truth for our evaluation,
achieved 83.4% for Call-Outs and 79.6% for Check-Backs. The small performance gap, around 5%, highlights the
efficacy of the AutoCLC approach. We fully assessed all system components and elicited instructors’ perceptions
of the educational value and utility of the CLC reports generated from the AutoCLC system through an evalua-
tion study with 11 AHA instructors. Instructors appreciated the reports offering examples of good, poor, and
unresponded CLC instances and quantifying CLC frequency. Finally, instructors suggested improvements for
AutoCLC, including viewing transcripts of all CLC incidents, adding visual charts describing CLC frequencies,
and enabling real-time feedback. Ultimately, this foundational work is the first to enable automatic detection
and assessment of CLC and has applications across a wide range of professional domains that train teams to
communicate effectively in mission-critical and life-saving scenarios. The core elements of AutoCLC—including
its modular analysis framework, configurable timing thresholds, and adjustable metrics for quality communi-
cation—enable customization and scaling across diverse professional domains, e.g., remote team collaboration
platforms, emergency response coordination, industrial safety operations. Importantly, AutoCLC demonstrates
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how technology can augment human abilities while preserving autonomy, offering automated analysis that
enhances rather than replaces human decision-making in complex team environments.

2 Related Work
This section reviews prior research on techniques for training and evaluating CLC in high-reliability teams. It
also examines the literature on CLC in simulation-based medical training and studies on Natural Language
Processing (NLP) for dialogue analysis.

2.1 CLC in High-Reliability Teams
First introduced in the military radio transmissions and aviation industry to ensure effective, clear, and unam-
biguous information exchange, CLC has been widely adopted across high-reliability teams as a fundamental
communication principle [4, 13, 52], particularly where timely, precise, and error-intolerant communication is crit-
ical. It also provides a structured framework for analyzing interactions between team members in high-intensity
fields such as aviation, energy production, and maritime, facilitating effective debriefing on team functioning [14].

Healthcare represents one of these high-intensity fields where CLC plays a crucial role by enhancing commu-
nication quality, improving team collaboration and performance, preventing adverse events, and safeguarding
patient outcomes [20, 27, 49, 83]. Ineffective communication, whether delayed, misdirected, incomplete, or inac-
curate, can result in communication-based errors, potentially leading to patient harm [74]. CLC has been shown
to reduce the risk of such preventable errors by fostering transparent communication and coordinated teamwork
toward shared objectives [21, 67]. Structured communication should be practiced in a safe environment, like
high-fidelity simulation training.

2.2 Simulation-based Medical Training for CLC
National and international organizations, such as the AHA, the AHRQ, the World Health Organization, and the
European Resuscitation Council, promote CLC due to its association with decreased adverse events [20, 27, 49, 83].
Most CLC training for healthcare teams is simulation-based [72], providing a controlled and safe environment
to practice without real-world consequences. These simulations mimic high-pressure situations where CLC is
crucial [35], although education strategies and assessment methods vary widely. The standard instructional
practice emphasizes team debriefing immediately after the simulation, allowing for direct feedback while the
events are still fresh in participants’ minds. Most evaluation methods rely on instructor observations, manual
video reviews, or self-reported surveys, which limit the timeliness, precision, and scalability of feedback during
debriefs. For example, video-based reviews allow educators to observe communication skills in realistic scenarios.
However, they require substantial resources and face challenges in quickly identifying teachable moments (i.e.,
opportunities to recognize learner needs and provide timely, targeted instruction or feedback), which limits
their scalability. While some existing tools incorporate quantitative assessments, these approaches are typically
labor-intensive and conducted post-hoc, requiring extensive manual coding of communication interactions (e.g.,
[6, 38]). Thus, while simulation training effectively allows teams to practice CLC, existing methods depend heavily
on subjective observations and manual reviews, lacking efficient, quantitative evaluation tools. This creates a
critical need for an automated tool capable of quickly analyzing team speech for CLCs and generating a readily
available report for instructors to reference during debriefing.

In recent years, VR simulations are gaining popularity in healthcare training, including resuscitation education
[64, 76]. Immersive technology has been used to teach both clinical techniques and nontechnical skills such
as teamwork, communication, and situation awareness [15], with studies demonstrating improved perceptions
of the learning experience and increased engagement and self-efficacy from the students [70]. In addition, VR
environments facilitate unobtrusive data collection, directly capturing participants’ speech, video, and key actions,
which is adopted for AutoCLC.
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2.3 NLP for Dialogue Analysis
CLC has been explored using machine learning techniques for classifying and annotating dialogue acts in speech
[23, 30, 39, 59, 77]. For instance, previous research segmented dialogues into coherent units based on topic shifts,
employing human annotations and case-based reasoning classifiers [58]. Another study introduced LCSeg, a lexical
chain-based method for identifying changes in phonetic units to segment discourse [39]. The approach utilized
features from word transcripts and audio inputs to train a classifier and explored real-time unsupervised segmen-
tation. Robinson et al. investigated methods to enhance the accuracy and efficiency of detecting CLC instances
in Critical Care Air Transport (CCAT) team simulations [68]. They integrated NLP techniques into the Team
Dynamics Measurement System to evaluate team coordination. The study analyzed CCAT simulation data using
flow-based and content-based methods, with the latter showing better accuracy but still prone to false positives.

Besides adherence to CLC, other factors and antecedents that influence effective communication in the
healthcare environment include cognitive overload caused by distractions, inter-professional communication
breakdowns during handoffs, interruptions caused by defective devices or equipment, social dynamics between
colleagues, and the emotional status of team members [26, 33, 37, 73]. For instance, Coro et al. applied a cluster
analysis to syllabic-scale spoken dialogue using the K-means algorithm to quantitatively evaluate how emotional
factors such as agitation, stress, fear, or misunderstandings affect team communications [22]. LeBaron et al.
assessed CommSense, an NLP tool for clinician communication analysis. Participants highlighted its potential
to enhance compassionate communication and care quality, emphasizing interest in metrics such as medical
jargon, interruptions, and speech dominance [53]. Another study developed an automated pipeline for analyzing
teamwork communication in manikin-based nursing simulations [86]. The pipeline uses spatial tracking and
f-formation theory to segment audio recordings into spatially distributed dialogue segments. OpenAI Whisper
[66] automatically transcribed these segments. Then, BERT-based language model [24] classified each utterance
as specific communication behavior, e.g., task allocation, handover, escalation, information sharing, responding to
requests. The results show that this automated approach can achieve coding quality similar to manual methods.

While numerous factors contribute to reliable verbal communication in healthcare, CLC serves as a prominent
marker of the communication quality for acute care teams, where interprofessional collaboration and the high risk
of miscommunication can make both patients and clinicians especially vulnerable to errors [12, 42]. Advancements
in algorithms and modern developments in NLP have introduced an increasing number of tools and techniques
to support the analysis of CLC in the medical domain. In recent years, Large Language Models (LLMs) have
demonstrated remarkable capabilities in understanding and reasoning about the world through language [88].
AutoCLC leverages the reasoning, contextualization, and comprehension abilities of LLMs to develop an automated
tool for assessing care team communication.

3 Formative Study
A formative study was performed with four medical professionals and educators to understand their natural
workflows in teaching CLC. This section describes the procedure and findings of the formative study. The key
objectives of the formative study are to:

—Understand the challenges of assessing CLC in clinical training to enable precision-guided feedback and
deliberate practice;

—Gather user requirements and expectations for new tools to facilitate CLC evaluation;
—Collect guidance and insights to inform the subsequent design process for solution development.

3.1 Participants and Procedure
The formative study consisted of several interview sessions. Four medical professionals from a large academic
healthcare system in the United States participated in the formative study. These individuals, three clinician
educators and one resident physician, regularly engage in hands-on simulation-based training. The interviews
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were held in person at the hospital, lasting between 60 and 90 minutes. The study was conducted in accordance
with our institution’s Institutional Review Board guidelines.

3.1.1 Interview Session. During the interview, participants answered structured questions about their expe-
riences with acute care team-based simulation training to identify challenges for evaluating CLC in the current
medical training process. They detailed their facilitation of training sessions, including ACLS training procedures,
necessary communication skills, and mechanics of post-simulation debriefing.

To gain comprehensive insights into both instructors’ and trainees’ perspectives on CLC in medical simulation-
based training, the interview included distinct sets of questions for each viewpoint. The first part focused on
the instructor’s perspective. Participants described their methods for evaluating trainees’ communication skills,
particularly CLC, and the time spent analyzing performance and discussing communication skills with trainees.
They also discussed challenges in providing feedback on CLC during debriefs. The second part focused on the
trainee’s perspective, as all ACLS providers and instructors are required to repeat training or recertify every 2
years. Participants reflected on how their CLC skills were assessed and how feedback was communicated. They
also described their self-assessment of CLC skills in clinical situations and the challenges of understanding and
receiving actionable feedback on CLC during debriefs.

3.1.2 VR Simulation-based Training Recordings. Although CLC is widely implemented across diverse scenarios,
this research selects VR simulation-based medical training recording videos as the context for evaluating CLC.
The Immersive Virtual Reality Environment for Training Acute Care Teams system (Figure 2) [47] is a multi-user
“open-world” VR simulation-based training for medical education. This VR training immerses a team of four
trainees in various in-hospital rapid-response scenarios, requiring collaborative efforts to deliver life-saving
care to a virtual patient experiencing critical heart rhythm disturbances. Over the 10–15-minutes session, the
team must assign specific roles, including team leader, chest compressions, airway management, defibrillator
operation, and medication administration. The team’s unique decisions, reactions, and actions lead to non-
deterministic, dynamically evolving scenarios and outcomes. VR simulation enables unobtrusive data collection,
directly capturing participants’ speech, video, and key action metadata (e.g., ventilation, drug delivery, heart rate
monitoring) through the VR headset and Unity engine. This setup enhances analysis granularity and ensures
precise speaker identification, a critical feature for analyzing CLC, which is challenging to achieve in physical
training environments.

3.1.3 CLC Trial with VR Recordings. After each interview, participants were shown a video recording of a VR
simulation training (Figure 2) and asked to watch it without interruption. Following the video review, participants
evaluated team performance with a focus on CLC.They identified specific instances of CLC frommemory and pro-
posed areas for improvement. After completing the video assessment, participants were provided with a hardcopy
transcript of the recording, documenting each speaker’s speech. They were then instructed to label or mark the
transcript to evaluate CLC usage. Subsequently, participants were asked the same set of questions, including eval-
uations of overall team performance, identification of specific CLC instances, and suggestions for improvement.

This dual approach aimed to capture both immediate impressions and reflective insights. Additional questions
gathered feedback on developing an intelligent interface for evaluating and providing effective feedback on
CLC. Participants suggested features for optimizing CLC use and facilitating learning, identified key metrics for
assessing CLC quality, and distinguished characteristics between high- and low-quality CLC. Finally, participants
were asked about their expectations for features that would provide useful data summaries or visualizations as
outcomes of an automated evaluation process.

3.2 Results of Formative Study
3.2.1 Limitations in Assessing CLC in Current Simulation-based Medical Training. According to participants,

a typical ACLS training session lasts 10–15 minutes, followed by a 15–20 minutes debriefing. The debriefing
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Fig. 2. Multi-user Immersive Virtual Reality Environment for Training Acute Care Teams (iREACT) simulation environment
used in this study to collect, annotate, and evaluate closed-loop communication data.

provides time for reflection, discussion, feedback, and scenario repetition. Existing CLC assessments primarily
rely on instructors’ observations during sessions and their recollections during debriefing. These assessments
are often presented in a checkbox format, asking questions such as, “Did this team use CLC?” or “How was
the team communication?” Technical skills were often described as being the focus of the evaluation of team
performance, leaving nontechnical skills, such as CLC, as secondary considerations. Participants attributed this to:
(i) existing checklists and learning outcomes being primarily focused on technical performance, (ii) the difficulty
of evaluating both technical and nontechnical skills simultaneously, and (iii) very frequent communication
among team members, making it difficult to pay attention to all incidents of CLC. The assessment of CLC has
traditionally been subjective without formal rating tools. Most evaluation approaches rely heavily on subjective
instructor observations, manual video reviews, or self-reported surveys, which limit the timeliness, precision
of feedback, consistency, and scalability of these approaches. Existing CLC evaluation tools incorporating
quantitative assessments are typically labor-intensive and performed post hoc, requiring extensive manual coding
of communication interactions [6, 38].

3.2.2 Video and Transcript Analysis Reveals Gaps and Affordances in CLC Assessment. After watching the
example video, participants identified excerpts of effective communication and rated the team performance as
good, noting that the team leader gave clear instructions and communicated goals. Despite satisfactory overall
communication, many CLC instances were noted as needing improvement.

Participants were then given a written transcript of the simulation video to identify and count high- and
low-quality CLCs and ineffective communication events. This step aimed at understanding the criteria used to
identify CLC instances and how these were explained to trainees. In the marking system for the transcript, each
communication instance was labeled with a number and a letter (e.g., 1A, 1B). A check mark indicated correct
communication, while a square symbol represented incorrect communication. This method, later integrated into
the annotation system for technical evaluation (see Section 5.1), proved more effective than video alone but was
more labor-intensive and time-consuming.
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Participants suggested focusing on specific areas in the transcript where CLC should be assessed to identify
errors and opportunities for improvement. They highlighted the value of quantitative metrics, such as the number
of Call-Outs, the percentage of completed Check-Backs, and the frequency of unresponded communications.
They recommended showing specific examples of good and poor CLC from the trainees’ dialogues. They noted
that examining contextual factors affecting communication is crucial for understanding and addressing team
performance issues.

3.3 Key Design Goals
Based on the formative study, we formulated the following design goals for developing an AI-generated report
for evaluating CLC that can be used for providing data-informed feedback to trainees:

—Automated CLC Instance Identification: The system should be capable of automatically identifying and
classifying instances of CLC within the team member dialogues, including Call-Outs, Check-Backs, and
unresponded Call-Out statements.

—Quantitative CLC Analysis: The system should provide quantitative metrics on the CLC performance during
the training session, such as the total number of Call-Outs, percentage of Call-Outs with Check-Backs,
average frequency of Check-Backs and unresponded Call-Outs per minute, and overall CLC quality score.

—Contextual CLC Highlighting: The system should highlight and present relevant examples of good, poor,
and unresponded CLC instances from the training session dialogues, along with the contextual information
(speaker, timestamp, and dialogue content) to facilitate targeted feedback and enable trainees to see verbatim
communication segments.

—Visualization and Reporting: The system should generate clear and concise visual reports or dashboards that
summarize the CLC performance. To maximize the pedagogical value of the debriefing session, quantitative
metrics and highlighted excerpts should enable instructors to quickly identify areas for improvement,
track progress in case of multiple attempts by the same trainee team, and tailor their teaching strategies
accordingly.

3.4 Additional Key Concept Definitions
Several key concepts of CLC, Call-Out, Check-Back, and Closed-Loop, as outlined in Section 1, were derived
from existing definitions. Beyond these foundational definitions, a refined analysis was performed to identify
precise steps within sentence structures, evaluate the necessity of each component in Call-Outs and Check-Backs,
and extract high-level common elements essential for these interactions. Extensive consultations with medical
educators and researchers guided this iterative design, definition, and quantification process. In the VR-based
medical training videos, conversations were often observed that consisted primarily of a Call-Out followed by a
Check-Back, with the Check-Back frequently lacking acknowledgment by the original sender.

After consulting experts and educators on the fidelity of real-world acute care team practices, we concluded
that it has become standard practice for team members in ACLS scenarios to forgo verbally “closing the loop”
by acknowledging the Check-Back. This is likely done for efficiency, as all participants are present in the same
room and can rely on visual cues to confirm task completion. Additionally, team members typically have a shared
understanding of the situation, reducing the perceived need for explicit verbal confirmation.

This contrasts with professions like aviation, where the tower controller and pilot operate in separate physical
spaces and do not share the same situational context. In such settings, verbal loop closures are critical to ensure
mutual understanding. Consequently, in the ACLS training scenarios we observed, formal verbal loop closures
were virtually nonexistent.

—Non-Specific Check-Back: Response without explicitly repeated medical instructions or dosage in the “Check-
Back.”
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— Inadequate Response: Ambiguous responses such as “uh-huh,” “okay,” or “I got it,” etc.
—Unresponded : A “Call-Out” sentence that lacks an associated “Check-Back.”
—Directed Call-Out : Direct identification of an individual team member, intervention requested, and dosage
or voltage if appropriate.

—Uncategorized (None): All other forms of communication that do not belong to the categories listed above.

4 AutoCLC: CLC Evaluation Tool
With the design goals outlined in Section 3.3, we created AutoCLC, an automatic CLC evaluation tool that
generates performance reports on healthcare teams’ use of CLC from recordings of simulation training. Figure 1
shows an overview of the AutoCLC pipeline. In the leftmost panel, a cardiac arrest training simulation is being
recorded with conversations from all team members. Then, the audio file of the simulation session recording is
transcribed using otter.Ai [63], a speech-to-text transcription software, with speaker identifications from each
headset and timestamps for each line of dialogue. Next, a Python script encodes the transcript into the input
format for LLM analysis with the line index, speaker identity, and transcribed speech content. Then, the formatted
transcript is analyzed using the GPT-4 model from OpenAI ChatGPT with a customized prompt, which identifies
and outputs instances of CLC specifying the indices of Call-Out (CO) and Check-Back (CB) statements, whether
the Call-Out is directed (DI), and how specific (SP) the Check-Back is. The ChatGPT prompt engineering process
details are explained in Section 4.1. Finally, a CLC report is generated from the predicted CLC instances with
team performance statistics and examples of good, poor, and unresponded CLCs. The features of the AI-generated
report and an example CLC report are provided in Section 4.2.

4.1 LLM Transcript Analysis with Customized Prompt
To automatically evaluate a resuscitation team’s use of CLC and generate a performance report to be presented to
the medical instructors and trainees, the GPT-4 LLM from the OpenAI ChatGPT is used to analyze the transcripts
of VR simulation session recordings [2]. To clearly explain the tasks to be performed and generate examples of
CLC instances that conform to the definition provided by medical professionals, a prompt engineering process
is required to fine-tune the ChatGPT model. Figure 3 visualizes the prompt engineering pipeline, including the
Initial Prompt and the Execution Loop through which sections of the transcripts are analyzed.

The Initial Prompt (Figure 3(1)), which contains around 1,100 words, consists of five components. The first two
introduce the definition of CLC in a medical context (Figure 3(1a)) and provide examples of CLC and non-CLC
from the training transcripts (Figure 3(1b)), both of which are constructed from the results of the formative study
(Section 3.2). The examples emphasize the existence of actionable items (e.g., task delegation) in the Call-Out and
the repetition of the medication and its dosage or other quantitative information in the Check-Back. The third
component provides the input format of the transcript to be analyzed (Figure 3(1c)). The components of each
line of the transcript are delimited by semicolons. Each line contains three components. The number after the
phrase “index:” is the line index of the dialogue. The phrases after “name:” indicate the speaker. The words after
“speech:” are the actual dialogue, which is separated into individual sentences. Each sentence is indexed by a
number followed by a dash, with the speech content delimited by a pair of square brackets. The Input Transcripts
component in Figure 3(2) demonstrates the input format through an example transcript.

Then, the fourth part explains the four analysis tasks to be performed (Figure 3(1d)):

(1) Identify the occurrences of any questions or requests (Call-Outs) in the dialogue.
(2) For each instance in Task 1, identify whether the question or request is directed, i.e., whether the requester

mentions the name or identity of the receiver in the Call-Out.
(3) Identify whether the Call-Out has a corresponding Check-Back within the next five lines of dialogue and

return its line and sentence index.
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Fig. 3. The prompt engineering pipeline for evaluating Closed-Loop Communication (CLC), including the initial prompt and
the execution loop through which sections of the transcripts are analyzed.

(4) For each response identified in Task 3, evaluate how specific the response is. Provide a score of 1–3, with
3 being the most specific. Return 3 if the response repeats all critical information in the request; 2 if it
contains part of the information or any action verb; 1 if it repeats no information and merely provides an
acknowledgment such as “okay,” “got it,” or “on it.” For unresponded instances identified in part 3, return 0
for this task.

The last component explains the output format (Figure 3(1e)). The example shown in the Output Labels (Figure
3(2)) contains three instances of Call-Outs, which are [line 6 sentence 2], [line 8 sentence 2], and [line 10 sentence 2].
Each instance contains four components indicated by “CO” (Call-Out), “DI” (Directed), “CB” (Check-Back), and
“SP” (Specificity), which correspond to the four tasks mentioned previously. The first and third instances are
directed, while the second one is not.The first and second instances have corresponding responses, which are line 7
sentences 1 and 2, and line 9 sentence 1, respectively. The last instance ([10 - 2]) is unresponded, as indicated by the
“None.” Within the two instances with a response, the first response, which contains two sentences ([7 - 1], [7 - 2]),
contains all key information and scores a 3 for specificity, while the second one ([9 - 1]) only provides a vague
acknowledgment and scores a 1. For unresponded instances, the fourth task is not applicable, as indicated by the
“0” in the last line. Note that all Check-Backs are within five lines of the Call-Outs.
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After the Initial Prompt, sections of the transcripts containing 15 lines of dialogue each are entered into the
ChatGPT interface in the Execution Loop. The 15-line window is a parameter determined through experimentation
with various window sizes during a pilot study on three videos, through which we identified 15 lines to be
an optimal balance between capturing context and accurately identifying all CLC occurrences, as this window
typically encompasses a complete topic segment during medical simulation. Each group of adjacent sections
overlaps by five lines to compensate for the Call-Out and Check-Back pairs spanning multiple sections. All the
Output Labels are compiled into a single text file for post-analysis and generating the report. The entire customized
ChatGPT prompt for transcript analysis is provided in the Appendix A for reference.

4.2 Description of the CLC Report
Using all predicted CLC instances from a training transcript, i.e., Output Labels in Figure 3, a CLC report is
generated based on the design goals summarized in Section 3.3. Figure 4 illustrates an example of the AI-generated
CLC report. The top section presents descriptive team communication statistics, revealing that the session lasted
10.4 minutes and contained 129 lines of dialogue. A total of 48 CLC Call-Out statements were identified, indicating
instances where a team member initiated a specific medical instruction or request. Of these 48 Call-Outs, 30
(62.5%) received a Check-Back response. A Check-Back involves the receiver acknowledging and repeating back
the original message to confirm understanding. However, 18 Call-Outs (37.5%) went unresponded. The report
highlights that, on average, there were 2.89 Check-Backs and 1.73 unresponded Call-Outs per minute, indicating
room for improvement in maintaining consistent CLC practices [6].

To further exemplify the varying levels of CLC quality, the three top-ranked conversational interactions from
each of the three categories are automatically generated into a report. The AI-predicted CLC instances with a
specificity score of 3 (“SP: 3”) are categorized as “good CLCs”; the ones with a score of 1 (“SP: 1”) are categorized
as “bad CLCs”; the ones with a score of 0 (“CB: None; SP: 0”) are unresponded. The “good CLCs” section showcases
three instances where Call-Outs were followed by clear, specific Check-Backs, such as “Epinephrine is in” or
“Synchronized cardioversion at 200.” In contrast, the “poor CLCs” section highlights instances where Check-Backs
were non-specific or vague, such as “Drawing up,” “Yep,” or “Sure.” Finally, the “Unresponded Call-Outs” section
provides examples where team members did not provide any Check-Back response, representing a breakdown
in CLC. Later, in Section 6, the usability and effectiveness of the CLC reports were evaluated through a user study
with 11 medical educators, all with extensive experience in cardiac arrest training.

5 Technical Evaluation
This section presents the technical evaluation of the AI-enhanced CLC evaluation tool. The evaluation is divided
into two parts: the accuracy of ChatGPT predicted CLC instances (Section 5.2) and the quality of generated CLC
reports (Section 5.3). To collect a set of ground-truth labels and compare the AI-predicted CLC instances against,
a user annotation interface was designed to allow trained medical professionals to identify and classify Call-Outs
and Check-Backs in the transcripts. The specific features and functionalities of the user interface are described
in Section 5.1.

5.1 User Annotation Interface Description
The user interface of the AI-enhanced CLC evaluation tool was developed to streamline the annotation and
evaluation of transcripts from medical training sessions, enabling easy identification and quality assessment of
CLC instances. This interface addresses the gap in tools capable of tracking communication usage and evaluating
medical professionals’ communication skills in closing the loop. This section provides a detailed overview of
the user interface components and their functionalities, which were designed to optimize user experience and
facilitate efficient navigation.

Before using the annotation tool, participants were provided with video instructions, and a study coordinator
was available to answer any questions they may have. Upon entering the web interface, users are prompted to
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Fig. 4. AI-generated CLC report with team performance statistics and examples of good, poor, and unresponded CLC
instances.
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Fig. 5. Interface of the CLC annotation tool for team-based clinical simulation training.

enter their name and e-mail and select an experiment, ensuring personalized access to annotated data (Figure
5(a)). The tool also features a selection menu for switching between various video simulations to be annotated. A
user manual is readily available, guiding users through the annotation process step-by-step (Figure 5(e)). The
interface displays the video simulation on the left side (Figure 5(b)), with corresponding timestamped transcripts
on the right. Users can easily navigate between the video and transcript using icons at the start of each transcript
line (Figure 5(j)).

The transcript labeling interface allows users to categorize communication instances into four categories:
Closed-Loop (Call-Out + Check-Back), Unresponded (Call-Out without Check-Back), None (inquiries not in-
volved in CLC evaluation), and Inadequate Response (responses without confirmation or comprehension) (Figure
5(g)). Users can annotate transcripts as closed-loop or unresponded (Figure 5(f)) and add notes or explanations
(Figure 5(i)).

When users group transcript lines, a visual representation connects each chosen transcript line with an arrow
and a descriptive table (Figure 5(h)).The table shows if the grouped transcript is a CLC or unresponded, andwhether
call-outs are name-directed and check-backs are specific. Check-backs can be specific (e.g., “1 mg of epinephrine is
in at 7:05”) or not (e.g., “Got it, drawing up”), where a specific check-back mirrors the call-out (e.g., “Tom, give 1 mg
of epinephrine, now”). Users can undo annotations using the trash icon. The interface automatically generates
a summary of the overall CLC percentage in the simulation video based on user labels (Figure 5(c)). Additional
features include search word functionality, patient narrative viewing, and the ability to download annotated
transcripts in CSV format (Figure 5(e)). This annotation tool facilitates the evaluation of medical professionals’
communication skills by providing visual context, easy navigation, and efficient annotation capabilities.

5.2 ChatGPT Performance Statistics
To evaluate the accuracy of the CLC instances predicted by ChatGPT using the Prompt Engineering Pipeline
introduced in Section 4.1, 12 VR simulation session recordings were transcribed using otter.ai [63] with speaker
identifications and converted into the input format specified in Figure 3. The average length of each recording is
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Table 1. ChatGPT Performance in Evaluating
Call-Outs and Check-Backs

Metrics Call-Out Check-Back

ChatGPT (Precision) 78.90% 74.27%
ChatGPT (Recall) 72.92% 71.54%

Inter-rater reliability 83.46% 79.67%

10.0 minutes (min: 6.1, max: 15.3). The 12 transcripts were analyzed using the pipeline with 12 lists of predicted
CLC instances generated. On average, ChatGPT identifies 38 instances of Call-Out (min: 23, max: 55).

To compare the performance of ChatGPT against ground-truth labels, three medical students with backgrounds
in emergency medical services and familiarity with the ACLS training were recruited to annotate the 12 transcripts
using the interface introduced in Section 5.1. The same definition of CLC in the ChatGPT prompt was provided
to the annotators. All three annotators performed the labeling manually, with no reference to any AI-assisted
features. Excluding the time spent watching the tutorial video and familiarizing themselves with the interface,
the annotators spent around 15–30 minutes labeling each transcript, depending on its length. All labeling sessions
were conducted remotely through Zoom with a member of the research team being present to answer any
questions. At the end of each labeling session, the human-annotated CLC labels were downloaded from the web
interface and converted into the same format output by ChatGPT. All three sets of labels were concatenated to
form a single list of ground-truth labels. In total, the three annotators watched 361 minutes of simulation training
recordings with 4,293 lines of dialogue combined. This process yielded 1,297 labeled CLC events, generated
exclusively based on the annotators’ medical expertise and their understanding of CLC.

For all 12 transcripts, the AI-generated labels were compared against the ground-truth labels, and the ChatGPT
performances are summarized in Table 1. A predicted Call-Out or Check-Back is counted as correct if at least
one sentence overlaps with the Call-Out or Check-Back in a CLC instance within the ground-truth labels,
i.e., the specific sentences within a line of dialogue will also need to be correctly identified. On average, for
identifying Call-Outs, ChatGPT achieves 78.90% precision, i.e., the percentage of AI-predicted Call-Outs that
were also identified by at least one human annotator, and 72.92% recall, i.e., the percentage of the Call-Outs in
the ground-truth labels that were identified by ChatGPT. Within all correctly identified Call-Outs, ChatGPT
achieves 74.27% precision and 71.54% recall in predicting the corresponding Check-Backs. Note that while the
three annotators were provided with the same definition of CLC and labeling tutorials, the inconsistency between
each annotator imposes a fundamental upper limit on the accuracy achievable by ChatGPT regardless of the
prompt engineering efforts, i.e., the AI cannot perfectly agree with all labelers at the same time. To quantify
the effect of such inconsistency, inter-rater reliability metrics were calculated by evaluating the accuracy of
each annotator using the other two annotators’ labels as ground truth. As shown in the last row of Table 1, the
inter-rater reliability is 83.46% for Call-Out and 79.67% for Check-Back, which is only around 5% higher than
ChatGPT’s precision (4.56% for Call-Out and 5.40% for Check-Back).

5.3 CLC Report Quality Rating
TheCLC reports generated in Section 4.2 are useful to themedical educators if the selected examples conform to the
operational definition of good, poor, and unresponded CLC instances. To verify the accuracy of the CLC instances
in the reports, all examples from the 12 reports were rated by three human annotators in terms of the quality
of the Check-Back responses and how well they closed the loop to prevent miscommunication and missteps.

A Google Form survey was created for each CLC report. For the good and poor examples of CLC, the annotators
were asked to rate the quality, i.e., specificity, of the Check-Back on a Likert scale of 1–7. The descriptions of the
seven scores are listed in Table 2. Note that the question prompt does not indicate whether the Check-Back was
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Table 2. Distribution of the Annotators’ Ratings for the Check-BackQuality within Good and Poor CLC
Instances in the 12 CLC Reports Generated by the AutoCLCtool

CLC Quality
Rating

Description
of Rating

Instances of Each Score within
AI-predicted Good CLC

Instances of Each Score within
AI-predicted Poor CLC

1 Very Poor 0 4
2 Poor 1 44
3 Relatively Poor 0 29
4 Neutral 12 11
5 Relatively Good 23 13
6 Good 26 4
7 Very Good 46 0

For human ratings, scores 1–4 are considered poor-quality Check-Backs, and scores 5–7 are considered high-quality Check-
Backs.

an instance of good or poor CLC predicted by AI. For the examples of unresponded Call-Outs, the annotators
were asked to indicate whether they agreed with the AI prediction (unresponded) or not (responded). The line
containing the highlighted Call-Out statement and the next five lines of dialogue are presented in the survey to
provide the context. In addition, for unresponded Call-Outs, the survey has a “not sure” option if the annotator
believes that the Check-Back is ambiguous. In total, 12 survey forms were created, and the order of questions
within each survey was randomized.

Three medical students with background in emergency medical services were recruited to complete the
survey. Overall, 108 human labels were collected for good CLCs predicted by AI, 105 for poor CLCs, and 102 for
unresponded (some CLC reports contain fewer than three poor or unresponded CLC instances). Table 2 shows
the distribution of the annotators’ ratings for the Check-Back quality within good and poor CLC instances, e.g.,
the third column shows the number of instances of each human-rated score within AI-predicted Good CLCs. The
average human-rated score is 5.95 (SD: 1.11) for instances of good CLC predicted by AI and 2.97 (SD: 1.23) for poor
CLC. A Mann–Whitney U test confirms that the distributions of the two groups of scores are distinctly separated
(p < 0.005) [3]. For instances of good CLCs generated by AI, 88.0% of human labels agree with the prediction
(score 5–7); for instances of poor CLCs generated by AI, 83.8% of human labels agree with the prediction (score
1–4). For the instances of unresponded Call-Outs, 91.2% of human labels agree with the prediction (unresponded),
4.9% disagree (responded), and 3.9% indicate unsure.

6 User Study
This section details a user study conducted to evaluate AutoCLC, focusing on its effectiveness, usability, and
practicality in assessing and enhancing CLC during team-based healthcare training. By engaging experienced
ACLS instructors, the study examines how the tool’s automated analysis aligns with current evaluation practices,
its potential to improve feedback quality and its feasibility for integration into both simulation and clinical settings.

6.1 Participants
We recruited ACLS instructors through an e-mail sent to two medical schools and a local community college.
Table 3 lists the participant information. Participants included 11 ACLS instructors (6 males, 5 females) who
were either paramedics or nurses, with ACLS teaching experience ranging from 1 to 40 years. Informed consent
was obtained prior to individuals agreeing to participate in the study. We chose ACLS instructors because they
are specifically trained in evaluating team communication and regularly assess CLC as part of their teaching
responsibilities. Additionally, most ACLS instructors are practicing clinicians who use CLC during real patient
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Table 3. Participant Details

ID Gender Profession Years Teaching ACLS

P1 Female Paramedic 6
P2 Male Paramedic 5
P3 Male Paramedic 4
P4 Male Paramedic 40
P5 Female Paramedic/Registered Nurse 1
P6 Male Paramedic 15
P7 Female Registered Nurse 34
P8 Female Registered Nurse 11
P9 Female Registered Nurse 20
P10 Male Registered Nurse 28
P11 Male Paramedic 38

care, so they are well suited to evaluate the accuracy and utility of our automated assessment approach and its
potential transfer from simulation to clinical settings.

6.2 Procedure
A single interviewer conducted semistructured interviews with participants through Zoom. Interviews lasted ap-
proximately 45–60 minutes. Interviews started with collecting data on participants’ demographics and professional
backgrounds. Participants were provided an overview of CLC (based on AHRQ’s TeamSTEPPS Fundamentals
Course [18]), which included essential CLC terminology such as Call-Outs and Check-Backs.

Next, participants were asked how they evaluate and provide feedback on CLC.They then observed a 10 minutes
VR-based video demonstration of the simulated cardiac arrest scenario performed by a team of resident physicians.
Participants were asked to evaluate the CLC performance using techniques typically used to teach ACLS.
Specifically, they were asked to characterize the overall quality of CLC, provide an estimate of the percentage
score for the team’s CLC based on the number of Call-Outs that were closed, recall specific instances of effective
and ineffective CLC, and interpret how CLC quality impacted the team’s overall performance and patient care.

Participants were then asked to review the automated CLC report generated using the AutoCLC. They were
then asked how the tool impacted their previous evaluation of CLC quality observed in the VR-based video and
how this would impact the feedback they would provide to learners. They were asked whether the tool helped
them notice aspects of the team’s communication dynamics they may have missed or overlooked and how they
might incorporate insights from this CLC report into instruction and feedback. Participants were then asked
questions regarding usefulness, usability, and suggestions for improvement of the automated CLC report and
AutoCLC tool.

Interviews were transcribed and manually coded using a priori codes based on six predetermined themes. A
deductive thematic analysis was conducted based on the Braun and Clarke procedure [16]. These main themes
can be found in Table 5, along with subthemes that emerged from the data.

After the interviews, participants were asked to complete an online survey consisting of the following:
Acceptability of Intervention Measure, Intervention Appropriateness Measure, and Feasibility of Intervention
Measure. This survey was developed and validated using acceptability, appropriateness, and feasibility as criteria
that are key indicators of the success of implementation processes [65, 79]. The online survey also included the
Systems Usability Scale (SUS), a widely used questionnaire in industry and academic research to assess the
subjective usability of products or systems, including software, web sites, and hardware [55].
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Table 4. Acceptability, Appropriateness, and Feasibility of AutoCLC

Outcome Measure Mean SD

Acceptability
AI-powered CLC tool meets my approval 4.73 0.47
AI-powered CLC tool is appealing to me 4.55 0.69
I like AI-powered CLC tool 4.55 0.82
I welcome AI-powered CLC tool 4.64 0.67
Total Acceptability 4.61 0.66

Appropriateness
AI-powered CLC tool seems fitting 4.64 0.50
AI-powered CLC tool seems suitable 4.55 0.69
AI-powered CLC tool seems applicable 4.73 0.47
AI-powered CLC tool seems like a good match 4.73 0.47
Total Appropriateness 4.66 0.45

Feasibility
AI-powered CLC tool seems implementable 4.64 0.50
AI-powered CLC tool seems possible 4.82 0.40
AI-powered CLC tool seems doable 4.73 0.47
AI-powered CLC tool seems easy to use 4.55 0.93
Total Feasibility 4.68 0.46

6.3 User Perception Evaluation of AutoCLC
Results from the online survey demonstrated that participants rated acceptability, appropriateness, and feasibility
highly, suggesting that the tool is well received by users, aligns effectively with the intended purpose, and is
feasible to integrate into practice. Table 4 provides the scores for each criterion.The high acceptability score of 4.61
indicates that users find the tool agreeable and satisfactory, which is crucial for its adoption. The appropriateness
score of 4.66 reflects that the tool is perceived to be a good fit and relevant for addressing the targeted needs,
enhancing its potential effectiveness. Moreover, the feasibility score of 4.68 signifies that the tool can be effectively
utilized given the existing resources and constraints, indicating a strong likelihood of successful adoption and
effectively meeting the users’ needs.

The total calculated SUS score was 76.36 (SD = 16.25). An SUS score of 76 indicates a notably high level of
usability. This score falls within the “Good” range on the adjective rating scale, signifying that the tool is effective
in assisting users in achieving their goals, efficient in the effort and resources required, and generally satisfactory
in the user experience. Specifically, a score of 76 suggests that the CLC tool can effectively produce automated CLC
reports that accurately calculate the total number of CLC instances and offer pertinent examples of both “good” and
“poor” CLC. This functionality likely supports ACLS instructors in thoroughly assessing and providing feedback
on their students’ communication skills during simulated cardiac arrest scenarios. Additionally, by automating the
analysis and reporting of CLC instances, the tool can improve efficiency by reducing the time and effort required
by instructors to evaluate communication patterns. Overall, the SUS score implies the tool’s interface and usability
are well designed, enabling instructors to utilize its features without significant frustration or complexity.

6.4 Comprehensive Evaluation of the AutoCLC and Insights
Saturation was met within each of the 6 predetermined themes, leading to the emergence of 22 individual sub-
themes. Each subtheme, along with a brief explanation, can be found in Table 5. The following are details of the
results.
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Table 5. Detailed Insights on Current Practices, Tool Impressions, and Barriers to Adoption

Main and Sub-Theme Descriptions

(1) Current methods Current methods of recording and evaluating CLC.
Unstructured There is currently little structure to the process of observing and evaluating

CLC.
Difficulty evaluating It is difficult to evaluate CLC accurately due to the dynamic nature of the

scenarios and the focus on technical skills (e.g., decision-making, procedural
skills).

Notetaking/checklist Unstructured notetaking and some checklist use are the current practices for
recording observed CLC.

CLC evaluation is secondary Evaluators tend to focus on observing and evaluating technical skills, not CLC.

(2) Impression of Gener-
ated Report

Participants’ impression of the automated CLC report generated from the
demonstration they observed.

Surprising Report generated many findings that the participants did not notice.
Quantifiable Report was able to quantify the frequency of CLC. This was difficult using

current methods.
Specific examples Valuable examples were provided in the report.
More accurate Report appeared more accurate than current methods.

(3) Usefulness Uses for the generated CLC report during debriefing.
Targeted feedback Specific examples generated by the report can be used to give specific feedback

to learners.
Reminds debriefer of CLC Having the report would remind the instructor to provide feedback on CLC.
Recognize oversights Instructor may review the report prior to feedback and identify communication

they did not observe.

(4) Ease of use Reported ease of reading and interpreting the report.
Easy to interpret The report was easy to read and quickly interpret.
Categorized examples The categorized examples (i.e., great, good, bad) made it easy to interpret.
Concise The report was free of clutter and focused only on key findings.

(5) Suggestions Suggestions for improvement to the generated report.
Real-time feedback Seeing the report being generated in real time during the simulation could

allow instructors to pause simulations and provide immediate feedback.
Provide all examples Provide all CLC examples that could be searched to find specific incidents the

instructor may want to discuss.
Benchmarks Set ideal standards for total CLC frequency.
Color and visual charts (pie,
bar, etc.)

Use color and visual charts to enhance the ability for instructors to read and
interpret the results.

(6) Barriers Barriers to adoption.
Cost Cost of the tool could pose a barrier to adoption as organizational budgets are

often limited.
Timeframe to receive results If results are not provided in a timely manner after a simulation is complete,

this could result in the report not being used.
Trusting the accuracy of the
results

Some instructors may not trust the results provided in the report.
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6.4.1 Current Methods. The key findings about instructors’ prior CLC evaluation practices align closely with
our formative study findings (see Section 3.2). In brief, participants reported unstructured assessment methods,
difficulty in the simultaneous evaluation of technical and communication skills, and inconsistent observation
methods.

6.4.2 Impression of Generated Report.

—Surprising: After being provided with the CLC report generated by AutoCLC, most participants expressed
some degree of astonishment with the results and mentioned they gained more accurate insight regarding
using CLC during the simulation. Most participants indicated that they did not observe as much CLC as
described in the CLC report. P5 stated: “So it looks like there was a lot more close loop communication than
what I saw.”

—Quantifiable: One of the features participants mentioned the most was the ability of the tool to quantify
the number of CLC instances occurring during the simulation. P10 stated: “I think it does quantify all those
incidents of closed-loop communication. I like how it shows when there was closed-loop communication and
where there was not.” Some participants preferred having a benchmark for the percentage of Call-Outs that
received Check-Backs. P5 stated: “It shows that there was more closed-loop communication than what I saw,
but it was still not to the benchmark that I would like to see.”

—Specific Examples: Participants highlighted the examples provided in the report as a particularly valuable
feature. Reports listed up to three examples each of good, poor, and unresponded CLC. Participants specifi-
cally commented on how this could be used to enrich the quality of debriefing by showing learners examples
of their own behaviors and instructing them on how they can improve their communication skills. P7 stated:
“You could say to [learners], you know, this wasn’t as good as I’d like, but you’re getting better. See this example
of good closed-loop communication versus poor. Do you see? When someone called out, that was not closed.
That’s not considered good communication.”

—More Accurate: Several participants indicated that they felt the report captured the frequency of CLC more
accurately than their live observation, particularly given the challenges of manual note-taking during
fast-paced simulations. P1 explained: “It’s nice because as fast as I was trying to write things, more things
were happening.” This limitation is especially pronounced in debriefing sessions, which typically last only
10–15 minutes, preventing instructors from thoroughly reviewing video recordings to identify teachable
moments. One participant mentioned that they teach ACLS in a high-fidelity simulation environment where
the instructor is situated in a separate room from the trainees (behind a one-way mirror), and they must
rely on audio in the control room to examine the quality of communication. P11 described: “The instructor
is not even in the room when we do our classes; we’re in a control room. We can’t always easily see and hear
all the participants. This would be a great tool.” In these scenarios, the tool provides a more comprehensive
record of communication patterns that might otherwise be missed during live observation.

6.4.3 Usefulness.

—Targeted Feedback: Most participants discussed the usefulness of the examples provided in the report to
offer targeted feedback to learners. Participants discussed that they could highlight the specific examples
to learners and better explain how to improve communication. Specifically, the fact that the examples
are categorized (i.e., Good, Poor, Unresponded) facilitates the ability of instructors to easily compare and
contrast different CLC qualities and improve feedback for learners. P1 stated: “Well, it helps to point out
specific incidents where you know there might have been a failure in closed-loop communication. You can also
highlight good things that happened. I like to provide positive and negative examples instead of just hammering
them with the negative. That always helps clarify what we are looking for in a code [team].”

—Reminds Debriefer of CLC : Some participants discussed how this report could help remind the instructor to
discuss CLC during debriefing. As previously mentioned, participants indicated that technical skills were
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often the focus of evaluation and debriefing, leaving non-technical skills as a secondary consideration.
Having this report available to instructors could help remind them to discuss CLC. P6 stated: “I think a tool
like this would prompt the debriefer to discuss communication because it’s often not discussed in debriefing.
Having this tool reminds the debriefer that this is something they need to talk about.”

—Recognize Oversights: Participants discussed how they are prone to missing incidents of communication
when observing simulations due to the dynamic nature and communication clutter that is common during
those sessions. Some participants discussed how this report could help identify some communication they
missed when observing. Without the tool, the instructor is limited to discussing only what they were able
to observe or reviewing a video of the session, which can be time-consuming. P3 stated: “If I’m evaluating
a code that’s 15 minutes long, remembering who answered each time can be difficult. That’s why I took some
notes, but I still didn’t catch everything. I may have missed the acknowledgement of an order that was actually
given. So, this [CLC tool] is very helpful.”

6.4.4 Ease of Use.

—Easy to Interpret : Although suggestions were made to improve the information provided in the report, all
participants provided positive feedback on the sample they were provided. Participants felt the current
layout of the CLC report was easy to review and interpret in a timely manner for the purposes of debriefing.
This included the layout of examples and description of CLC frequency. P2 stated: “I like the way this is set
up. This is very easy to interpret.”

—Categorized Examples: The most frequent feedback regarding the ease of use of the report referred to the
categorized examples. Participants appreciated that examples were separated into different categories (i.e.,
good, poor, unresponded), which made it easy to read and interpret. Additionally, participants felt that
this would make it easier to use in debriefing, as they can point out examples of communication varying
in quality. P3 stated: “I like that there are good examples and poor examples; it’s pretty nice. It gives you the
different examples of what’s good and what’s not so great, as well as the examples of Call-Outs that went
unresponded.”

—Concise: Some participants discussed that the limited information in the report kept it concise, providing
only the necessary information to debrief CLC. One feature mentioned by participants was that using only
a few examples in each category reduced clutter in the report. Although participants later suggested having
the option to look through all communication, having only three examples in each category was ideal for
debriefing. P6 reported that “I think if it had too much information on the display, I would not have time to sit
there and read through it before students sat down to be debriefed. So, having only 3 examples in each category
is really good.”

6.4.5 Recommendations.

—Real-Time Feedback: Some participants discussed the potential value of having real-time feedback. These par-
ticipants indicated that they often stop simulations, provide immediate feedback on the current performance,
and then recommence the simulation. The interruption of simulations is often due to poor non-technical
skills. Having the report generated in real time to be used during these interruptions is valuable in providing
immediate feedback. P11 stated: “One of the things I would like to see is this available in real-time, during the
simulation. That would help me provide immediate feedback during the simulation if needed.”

—Provide All Examples: Although participants preferred only three examples of CLC in each category on
the report, most preferred an option to see more examples, including the entire transcript. This could be a
searchable or a scrollable feature in the application that generates the report. Participants indicated that this
could help them point out and discuss specific examples they may have observed during the simulation or
examine communication surrounding a specific event in the simulation. P5 stated: “I’d probably like to see
every example. I would like to see it all. A search bar would be a plus.”
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—Benchmarks: Several participants indicated that they would like to see a benchmark that is ideal for the
percentage of Call-Out receiving Check-Backs. Participants mentioned that they do not currently know
what percentage should be reasonably expected during simulations. One participant (P10) specified that the
benchmark should not simply be based on the number of Call-Out receiving Check-Back but only record
those that are of high quality. He stated: “I don’t think the number of Call-Outs with Check-Backs is the prime
number that you should be looking at. I think it’s more the percentages of good closed-loop communication we
should focus on.”

—Color and Visual Charts: Several participants indicated that they preferred the use of color and visual charts
in the display. Some participants indicated that words like “Good” or “bad” should be highlighted or colored
green and red to assist instructors in identifying those classifications quicker. One participant discussed the
value of using different types of charts in the report. P8 stated: “Something like a pie chart would be helpful.
So that I could quickly pull it up and see it. That would be easy. Just like the feedback for the CPR [on manikin
software]. You know. It’s very visual, like green and orange. The feedback is quick.”

6.4.6 Barriers.

—Cost : Some participants indicated that cost could be an issue for them being able to use the technology at
their organization.They specifically described this as a potential barrier that could result in their organization
not purchasing the technology. However, there was little elaboration on what price could be a deciding
factor. P7 stated: “I think if it were something that an institution put into place, I would just use it, but I know
that for them it would be a cost factor whether they had it in place or not.”

—Timeliness to Receive Results: There was a concern among some participants regarding the time it would
take for the report to be generated. Participants indicated that they have limited time for the simulation and
debriefing during these sessions, with one participant (P11) indicating that they are often only provided 5
minutes to debrief. Waiting for the report to be generated could reduce overall debriefing time. P8 stated:
“I think it has to be available as quickly as possible. Timewise, it needs to be easy to pull up so that you can
provide that feedback to them.”

—Trusting the Accuracy of the Results: Although participants felt that the report was more accurate than
their observations of CLC, there was concern that some instructors may not trust the report’s accuracy.
Additionally, overtrust in the report could lead to improper feedback or instructional decisions that could
harm learning and student success. Participants stressed the importance of this tool being accurate in
recording CLC. P6 stated: “I think making sure it’s accurate is very important; It’s accuracy and the actual
quality of the feedback it’s providing.”

7 Discussion
AutoCLC represents a step forward in applying LLMs and virtual environments to real-world challenges related to
team collaboration, providing a novel method for communication analysis and feedback in team-based simulations.
The following subsections discuss the insights derived from our formative study, technical evaluation, and user
study of the AutoCLC tool, including design improvements, broader implications and potential applications,
limitations, and future directions of our research.

7.1 Enhancing Feedback Practices and Assessment of Team Communication in Simulation Training
Without guidance, most instructors tend to focus their debriefing on technical skills, potentially limiting the
learning gains on non-technical skills, including ones related to communication. In prior studies, teams that
received non-technical skill debriefing performed better than those that received only technical skill debriefing
[32, 75]. Participants in our study saw AutoCLC as a tool that could help motivate them to prioritize CLC more in
their training practices.
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By comparing AutoCLC approach to current debriefingmethods involving CLC, instructors perceived significant
improvements in their ability to evaluate and provide targeted feedback on CLC performance. Participants
explained that their current methods of evaluating the frequency and quality of CLC were often unstructured and
difficult due to the dynamic nature of team communication and overemphasis on technical skills [1]. According to
the study participants, AutoCLC could increase their ability to assess CLC during simulation training by providing
them with a tool for structured debriefings on the quality and frequency of communications during team-based
cardiac arrest simulations.

Participants generally considered the report generated by AutoCLC as usable, with a System Usability Scale
score of 76.36, indicating above-average usability. Across the interview sessions, participants regarded the report’s
ability to highlight both effective and ineffective communication instances as a valuable contribution to the
debriefing process. For instance, in prior studies, Hughes et al. [40] used a video review process after simulation
training to manually assess the quality and accuracy of CLC. However, this time-consuming process could
potentially impede timely feedback and increase the instructor’s cognitive load. By contrast, the AutoCLC
report was perceived as a more efficient tool for providing structured debriefing on the quality and frequency of
communication.

AutoCLC as a Supplement Rather than a Replacement for Instructor Judgment. While our current focus is not
on real-time human-AI collaboration, we believe that our work provides important insights for thoughtfully
integrating AI tools into educational and professional learning settings. During our user study with the medical
instructors, they interacted with AI as they reviewed the AI-generated reports. The participants provided valuable
insights on the role of AI in an instructional context, including the preference for using AI-generated reports
as reference points rather than definitive assessments and maintaining control over how to integrate these
insights into their teaching. This approach supports instructor decision-making and meaning-making without
diminishing their essential role in complex social contexts. Rudolph et al. [69] emphasize the importance of
“debriefing with good judgment,” where instructors provide explicit feedback enabling comprehensive exploration
of key learning insights. The shift toward “good judgment” debriefing combines data-informed feedback with
inquiry [51]. Providing data-driven CLC details alongside comprehensive discussion may foster this type of
deeper learning. The insights gained from this study provide important considerations for the design of future
systems that may incorporate more direct human-AI collaboration.

7.2 Design Implications: Suggestions and Potential Barriers to Adoption
Incorporating the option to view all examples of CLC reported by AutoCLC emerged as a key feature desired by
participants. Currently, the automated CLC report provides a limited number of examples that best represent
each of the three defined CLC categories (i.e., good, poor, unresponded). However, participants expressed that the
ability to access and search all auto-generated CLC examples would enable them to locate specific events they
observed during the simulation and link them to possible causes and teachable moments (e.g., knowledge gap,
high cognitive load). This capability would allow instructors to provide more targeted feedback, as noted in prior
work [44, 45, 54], to optimize trainee learning and facilitate more comprehensive debriefing discussions.

Participants also emphasized the importance of visual aids, such as color-coding and visual charts, to enhance
the report’s interface readability and facilitate quick identification of communication patterns. Aligning with the
principles of efficient information processing and decision-making, visualizations such as graphs and charts have
been recognized as beneficial tools for enhancing understanding and communication in educational and scientific
contexts [7]. The use of these visual aids could help facilitate better data interpretation and deciding on teachable
moments [11, 28, 61]. Although research on the use of charts and graphs for feedback on team performance in
healthcare is limited, studies have shown that visual aids can facilitate students’ learning outcomes and skills
acquisition [29, 56, 87].

Despite the promising suggestions for optimizing the AI-generated report, potential barriers to adoption were
identified. One barrier involves the timeframe required for report generation. Some participants were concerned
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that it may take too long for the report to be generated, which could impede the workflow of simulation training
sessions, especially in cases where there is limited time for debriefing. While the data processing outlined in this
work involves several manual steps, these can be automated with sufficient software engineering efforts. It is
envisioned that future iterations of the AutoCLC tool will complete the analysis and report generation in under 3
minutes, thereby providing instructors with just-in-time metrics and examples to provide immediate feedback to
learners in debriefing sessions.

Although participants themselves believed that the reports generated by AutoCLC were accurate, they were
concerned that some colleagues may not. This could inhibit the adoption of the technology into simulation
debriefing sessions, e.g., across schools or institutions. Trust in the AutoCLC accuracy is essential as it can
influence users’ perceptions of its utility and benefits in improving the debriefing experience. This requires careful
consideration of risks related to over-reliance on AI, including hallucinations, overconfidence in inaccurate
predictions, or propagation of subtle biases embedded in training data. Over-reliance on AI occurs when users
accept AI-generated recommendations without judgment, leading to errors in task performance and/or decision-
making. This is particularly problematic in simulation training where instructors may develop “automation
bias” [36], emphasizing the need for balanced trust and doubt. In the CLC assessment, this could manifest as
trainees and/or instructors accepting AutoCLC’s categorization of the team’s communication as “poor” based on
surface-level linguistic patterns, while missing nuanced contextual factors. For example, when a call-out states
“Mark, stop CPR and check pulse,” and the check-back reports “Pulse is 120,” an LLM may incorrectly identify
an incomplete communication loop because “stop CPR” was not explicitly acknowledged. However, the pulse
reading itself confirms that CPR was stopped, as this is a clinical prerequisite for pulse assessment.

Another potential issue is the propagation of subtle biases embedded in training data. When training data
overrepresent communication patterns from specific institutions, professional hierarchies, or demographic groups,
the system may systematically penalize legitimate cultural and/or institutional variations in communication
styles and protocols. These subtle algorithmic biases become particularly insidious because they appear objective
and evidence-based while perpetuating existing inequities in healthcare and medical education assessment [5, 84].

AutoCLC may also generate plausible but incorrect assessments—confidently identifying nonexistent com-
munication breakdowns—that become difficult for busy instructors to detect when presented with detailed,
convincing CLC data. To mitigate these risks, we believe that AutoCLC or similar tools must be implemented
as decision-support tools with regular bias auditing across diverse trainee populations, and clear guidelines
prioritizing human judgment in ambiguous cases.

One effective strategy to enhance trust in AI systems in education is to prioritize explainability [8, 48].
Through the implementation of Explainable AI (XAI) techniques, educators and trainees can gain insights into
how AI systems reach specific recommendations or decisions. This transparency enables users to comprehend
the reasoning behind AI-generated outputs and help address the issues of potential bias and hallucinations.
Furthermore, using the human-in-the-loop design frameworks [57] and offering explanations for AI-driven actions
can empower users to make well-informed decisions based on AI recommendations [48]. For example, reasoning
models (e.g., o1 from OpenAI [2]), which employ techniques like Chain-of-Thought and Tree-of-Thoughts [78] to
generate intermediate steps in their decision-making process, are promising for enhancing XAI in educational
contexts by making their multi-step reasoning visible to users. However, the tradeoffs may include computational
cost, being overly verbose, and generating plausible yet incorrect reasoning paths. These reasoning models can be
tested in future iterations of AutoCLC to help explain to instructors and trainees the rationale behind the good
and poor categorizations of CLC instances.

7.3 Broader Implications and Potential Applications of AutoCLC
In terms of broader implications, AutoCLC’s fundamental contribution lies in its automated approach to ana-
lyzing structured communication patterns using LLMs, with particular focus on the two-part structure: initial
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message/request → acknowledgment/confirmation. This structure represents a pattern that appears across
various high-reliability domains. For example, in aviation safety, this pattern manifests when a pilot provides
navigation coordinates, the co-pilot independently cross-checks them, and both confirm navigational accuracy
before proceeding. The methodology we developed for detecting and analyzing these communication patterns
has broad applicability beyond healthcare. Many organizations demanding high-reliability have adopted some
form of CLC as part of effective communication practices within crew resource management [68, 82]. Beyond
that, in remote or hybrid team meetings, the system could assess participation patterns and turn-taking behav-
iors. In educational settings that use team-based learning, it could evaluate argument quality by distinguishing
between evidence-based and unsupported claims. For recorded online meetings, it could track acknowledgment
of contributions and generate detailed interaction reports [19]. AutoCLC’s foundational approach can be adapted
to create automated toolchains for communication analysis across different contexts.

Importantly, evaluation of AutoCLC across diverse medical scenarios is crucial for demonstrating broader
utility. Our focus on cardiac arrest scenarios, where CLC is both critical and frequent, is a strategic first step in
developing and evaluating our approach. ACLS protocols offer standardized team structures and communication
requirements across institutions, making them an ideal test ground for refining our methods. Once reliability and
initial validity are established in this controlled context, we will systematically expand to other medical scenarios
such as trauma resuscitation, operating room procedures, and emergency department handoffs, which all practice
CLC protocol. Our ongoing larger-scale empirical studies ultimately aim to investigate how AutoCLC affects
group dynamics, learning gains, and transfer to real-world clinical settings.

However, re-applying AutoCLC to new contexts presents both opportunities and challenges. Although the
fundamental CLC structure remains consistent, various clinical scenarios differ significantly in their specific
vocabulary (e.g., names, medications, procedures), workflows, and nuanced communication patterns. Effective
generalization thus requires targeted fine-tuning of the underlying language model to align with these domain-
specific characteristics. Additionally, broader deployment into real-world clinical environments introduces further
complexities, such as background noise, overlapping speech, and inconsistent recording quality, which can
impact transcription accuracy and NLP performance. Moreover, the applicability of AutoCLC in less structured or
emergent scenarios, where standard communication patterns may deviate significantly, should be systematically
evaluated to ensure robust and adaptive performance. Addressing these challenges will necessitate rigorous testing,
iterative adaptation, and enhancements to acoustic robustness. Furthermore, extending AutoCLC to multilingual
environments or hospitals outside the United States will involve retraining with relevant datasets and culturally
appropriate adjustments to prompts and analytical frameworks. To address these challenges and enhance both
scientific and social impact, we have developed a strategic plan for future directions. This includes domain-specific
fine-tuning, multilingual model development, and improvements in acoustic robustness. Additionally, we have
made our code publicly available, enabling other practitioners and institutions to adapt our analytical pipeline
to their specific contexts, potentially scaling the assessment of CLC beyond simulated clinical settings.

7.4 Limitations and Future Work
While this study serves as foundational work, we acknowledge several limitations of AutoCLC. Currently, the
report generated by AutoCLC is primarily designed for instructors, who oversee and review the entire team’s
performance during debriefing sessions. Future work will focus on developing more detailed, individualized
reports for each trainee, incorporating CLC-related performance metrics, tailored suggestions for improvement,
and team-level CLC feedback. In addition, the transcription process from recordings to texts is automated after
uploading the audio recording, with limited manual corrections applied to speaker identifications. However, we
acknowledge the need for further software engineering to fully automate transcript processing, which should
progress in tandem with the ongoing evolution of machine learning and LLM technologies. LLMs also face
notable limitations in their current forms, particularly in contextual understanding, requiring further refinement.
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Nonetheless, continuous advancements in machine learning, hardware, and LLM technology are expected to
significantly enhance the performance of AutoCLC. Finally, we aim to deploy this system in real clinical scenarios.
Currently, the AutoCLC pipeline includes steps requiring human intervention, such as file transfer and format
conversion. Integrating alternative tools or APIs could streamline these processes and facilitate future deployment
in real-world environments.

8 Conclusion
This study developed and evaluated AutoCLC, an AI-driven system leveraging NLP to assess and provide learners
feedback on CLC in healthcare team-based simulation training. Motivated by formative study insights from ACLS
instructors who report a paucity of objective and accurate CLC assessment tools, AutoCLC’s core component
is an LLM-powered pipeline that efficiently and accurately detects, computes, and classifies CLC instances.
AutoCLC generates reports that both quantify CLC frequency and classify and provide examples of good, poor,
and unresponded CLC—both features that instructors found valuable. A multi-part evaluation involving technical
assessments and CLC instance ratings demonstrated AutoCLC’s efficacy, compared to human annotators. In the
user study, instructors positively perceived AutoCLC’s potential to enhance communication analysis, feedback,
and debriefing quality. These insights into future development are valuable not only for improving AutoCLC but
also for designing AI-driven tools in other areas. Overall, this foundational work indicates that AI-driven CLC
assessment tools have the potential as valuable assets in healthcare simulation training, but careful consideration
must be given to their usability and consistency to increase the likelihood of future deployment inmore challenging
real-world clinical scenarios.
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Appendix A
Closed-Loop Communication (CLC) is the process of acknowledging the receipt of information and clarifying
with the sender of the communicated message that the information received is the same as the original, intended
information. In CLC, the person receiving instruction or information repeats it to ensure that the message is
understood correctly and accurately. In a medical scenario, the request part or call-out must imply an action that
needs to be executed by another individual; the response part or check-back should indicate the name of the
medication and its dosage or other quantitative information if they are included in the callout.

The following are examples of CLC and non-CLC in a medical context:

—Example 1:
Instructor: “So energy select 200. Going charge when you are ready.”
Student: “Charge, charging.”
In this example, the dialogue is NOT considered a CLC since the student did not mention 200 as the energy
setting.

—Example 2 :
Instructor: “Go ahead and restart compressions.”
Student: “Restarting compressions.”
In this example, the dialogue is considered a CLC since the student mentioned the key action “restarting
compressions.”

—Example 3:
Instructor: “Okay, Joe. Do we have a set of vitals from Miss Fernandez?”
Student: “Yeah, blood pressure is 70 over 40. Heart rate is 45 beats per minute. Respiratory rate is 16 breaths
per minute, and Pulse ox is 92%.”
In this example, the dialogue is NOT considered a CLC since the instructor only inquires about the patient’s
condition and does not ask the student to perform additional measurements.
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—Example 4:
Instructor: “I’m going to intubate the patient.”
Student: “Okay, I will observe you.”
In this example, the dialogue is NOT considered a CLC since the instructor states his next action instead of
directing the student to perform any operation.

You will be presented with several lines of dialogue from a medical training session. The components of each
line are delimited by semicolons. Each line contains three components. The number after the phrase “index:” is
the line index of the dialogue. The phrases after “name:” indicate the speaker. The words after “speech:” are the
actual dialogue, which is separated into individual sentences. Each sentence is indexed by a number followed by
a dash, with the speech content delimited by a pair of square brackets. Note that adjacent lines in the dialogue
could have the same speaker.

You will perform FOUR tasks based on the dialogue:

(1) Identify the occurrences of any questions or requests (call-outs) in the dialogue. Any questions or requests
must correspond to a medical instruction that needs to be explicitly performed by another person. A
statement about one’s own actions or an inquiry about the patient’s status should not be included. Return
the line and sentence index of all occurrences. Note that a single call-out could contain multiple sentences
from the same line. In addition, a single line of dialogue could contain multiple callouts directed at different
individuals in separate sentences. Especially focus on sentences that contain the name of an individual.

(2) For each instance in Part 1, identify whether the question or request is directed, i.e., whether the requester
mentions the name or identity of the receiver in the call-out.

(3) For each instance in Part 1, identify whether the question or request has been responded to by another
speaker within the next five lines of dialogue. If so, provide the line and sentence index of the response
(check-back). If not, return None as the result. A single check-back could contain multiple sentences from
the same line. Note that the response cannot have the same speaker as the requester identified in Part 1.

(4) For each response identified in Part 3, evaluate how specific the response is. Check whether the response
repeats all key information in the call-out, including actions to be performed, medical terminologies,
names of medications and their dosages, or other quantitative information. Provide a score of 1–3, with
3 being the most specific. Return 3 if the response repeats all critical information in the request; 2 if it
contains part of the information or any action verb; 1 if it repeats no information and merely provides
an acknowledgment such as “okay,” “got it,” or “on it.” For example, if the request is “Please prepare one
milligram of epinephrine,” the response “Preparing one milligram of epinephrine” would score a 3; the
response “Preparing” or “Preparing epinephrine” would score a 2; the response “Okay” or “Got it” would
score a 1. Note that the specificity score should be at least 2 if the action in the request is repeated, e.g.,
“charging” or “preparing.” For unresponded instances identified in part 3, return 0 for this task.

Note that one call-out or check-back could contain multiple sentences from the same line if the sentences
imply related instructions. All sentences should appear at most once among all call-outs and check-backs, i.e.,
a single sentence will never be a response to multiple requests. In addition, any dialogue between the medical
professionals and the patients or their relatives is excluded and should not be considered in the tasks above.

Here is an example format you should follow. Do not provide any additional explanation:

—Q: [1 - 3]; D: True; R: [2 - 1], [2 - 2]; S: 3
—Q: [5 - 2], [5 - 4]; D: False; R: [6 - 1]; S: 1
—Q: [8 - 3]; D: True; R: None; S: 0

The example above contains three instances of call-outs, which are [line 1 sentence 3], [line 5 sentence 2, line 5
sentence 4], and [line 8 sentence 3]. The second call-out contains two sentences. Each instance contains four
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components indicated by “Q” (question), “D” (directed), “R” (response), and “S” (specificity), which correspond
to the four tasks mentioned previously. The first and third instances are directed, while the second one is not.
The first and second instances have corresponding responses, which are line 2 sentence 1 and sentence 2, and
line 6 sentence 1, respectively. The last instance ([8 - 3]) is unresponded, as indicated by the “None.” Within the
two instances with a response, the first response, which contains two sentences ([2 - 1], [2 - 2]), repeats all key
information and scores a 3 for specificity, while the second one ([6 - 1]) only provides a vague acknowledgment
and scores a 1. For unresponded instances, the fourth task is not applicable, as indicated by the “0” in the last line.
Note that all check-backs are within 5 lines of the call-outs.

Clarify and explain your understanding of the instructions.
—————————————————————————————————
Execute the instructions to the following dialogue. Only provide the results in the specified format without

additional explanation:
[Transcript content]
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